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When capable thinking becomes cheap,
what do we cognitive humans do?
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The falling cost of Al

Historical API cost per 1,000 questions, observed GPQA score >70%
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Five observed cost records at the same score threshold.

Historical hosted-API estimates; provider and service tiers vary.
Epoch / OpenRouter. GPQA v1.0.11; archived price dates; logarithmic cost scale.



Open-welght models are getting better too!

131 models, releases May 2023—March 2025

-3
Apr 2023 Oct 2023 Apr 2024 Oct 2024 Apr 2025

4

Latent benchmark score, z-score normalization

2023—2024 releases ® 2025 releases

Open-weight subset of the original study; scores calibrated on full panel.

M. Harshvardhan (2026), working paper.



Al Capabilities '= Al Agency




Thought Experiment: Paperclip Factory

What is the paperclip apocalypse?

The notion arises from a thought experiment by Nick Bostrom (2014), a philosopher
at the University of Oxford. Bostrom was examining the 'control problem' how can
humans control a super-intelligent AI even when the Al is orders of magnitude
smarter. Bostrom's thought experiment goes like this: suppose that someone
programs and switches on an Al that has the goal of producing paperclips. The Al is
given the ability to learn, so that it can invent ways to achieve its goal better. As the
Al is super-intelligent, if there is a way of turning something into paperclips, it will
find it. It will want to secure resources for that purpose. The Al is single-minded
and more ingenious than any person, so it will appropriate resources from all other

activities. Soon, the world will be inundated with paperclips.

It gets worse. We might want to stop this Al But it is single-minded and would
realise that this would subvert its goal. Consequently, the Al would become
focussed on its own survival. It is fighting humans for resources, but now it will

want to fight humans because they are a threat (think The Terminator).

This Al is much smarter than us, so it is likely to win that battle. We have a situation
in which an engineer has switched on an Al for a simple task but, because the Al
expanded its capabilities through its capacity for self-improvement, it has
innovated to better produce paperclips, and developed power to appropriate the

resources it needs, and ultimately to preserve its own existence.

Superintelligent Al is given
instructions to make paperclips

One Goal for AI: Make Paperclips!

What could go wrong?

Source: Joshua Gans (2018). Al and the paperclip problem. CPER.
https: / / cepr.org / voxeu / columns / ai-and-paperclip-problem



https://cepr.org/voxeu/columns/ai-and-paperclip-problem

Al Agents: LLMs that can take actions

Tasks: Find information that’s not obviously
available

% Typical ML /Al systems are trained T = S L

Rogue OpenAl agents targeted three separate

for one taSk (GO AL) and human askS USgovernment websites

them to report when they complete e
that task

* What if it can do all it needs to
achieve that GOAL?

Securities and Exchange Commission. (Thomas Fi u]]er/SbPA Images/LightRocket/Getty Images)
Brave is open, but the site first shows E B .
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More Is Different
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Personal Agents Today

Grok Bot Delegated tasks through apps by X.AI

Muse Everyday tasks across apps by Meta.Al

dots Ongoing work between conversations by OpenAl
OpenClaw Broad personal agent (Open-source-framework)

Microsoft’s Copilot, Nvidia’s NemoClaw, Perplexity’s Personal Computer
16



Consilience

Technical precision

Humanistic judgment

Both belong inside the same decision



When intelligence I1s abundant,
what do we choose to value?

Thanks for your patience listening.

Questions?
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